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The ability of open crowds to produce useful and novel solutions is of significant research and practical interest. Much of the existing research has assumed that crowd
participants approach problem-solving autonomously and independently of one another. In the Stack Exchange network, we explored problems posted by open crowds and
the sequences of suggestions and comments leading up to a solution that was novel and
judged by the solution seeker as useful for solving the problem. In the sequences of
suggestions, we found indications of self-organization as the crowd emergently accumulated knowledge in specific patterns that were more likely to lead to accepted solutions. The patterns contained positive and negative forms of feedback ensuring that the
crowd would, on its own and without external governance intervention, engage in actions that eventually led to accepted solutions. In total, based on the observed knowledge
accumulation patterns, three self-organization principles were derived and incorporated into a theory of self-organization for creative solution generation in open crowds.
Our theory development suggests implications for research on open crowds specifically,
as well as for research on new organizational forms.

“Open crowds” are large sets of actors who are
anonymous and interchangeable as they solve problems (Afuah, Tucci, & Viscusi, 2018). Open crowds

have gained substantial research attention, as the
value of external search (Laursen & Salter, 2014), open
innovation (Gassmann, Enkel, & Chesbrough, 2010),
and user innovation communities (Baldwin & von
Hippel, 2011) play key roles in firm competitiveness
(Dahlander, Jeppesen, & Piezunka, 2018; Majchrzak &
Malhotra, 2020). In open crowds, actors come together to solve problems without ex ante contracts
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and without ex ante expectations of who will solve
each problem, freely deciding whether they will join
and what they will contribute (Afuah, 2018; Afuah &
Tucci, 2012; Dahlander et al., 2018; Felin, Lakhani,
& Tushman, 2017; Ghezzi, Gabelloni, Martini, &
Natalicchio, 2018; Howe, 2006; Viscusi & Tucci, 2018).
Research indicates that problem-solving by open
crowds may not be appropriate or may fail when problems are complex (Afuah & Tucci, 2012; Birkinshaw,
Bouquet, & Barsoux, 2011; Majchrzak & Malhotra,
2020). For example, Lifshitz-Assaf (2018) found that,
of 13 NASA crowdsourcing questions posed openly,
only two were completely solved, with six others only
partially solved and five not solved at all. An earlier
review of crowdsourcing research found that crowdsourcing typically yields a large number of contributions that have only limited value for organizations
(Blohm, Bretschneider, Leimeister, & Krcmar, 2011).
Despite these disappointments, though, there has
been much optimistic discussion about the value
creation possibilities of open crowd problem-solving.
These include asking crowds to generate solutions
addressing complex challenges such as corporate strategy formulation (Whittington, Cailluet, & Yakis-Douglas,
2011), new ways to meet customer needs (Nambisan &
Baron, 2009), and such social problems as reducing
ocean plastics (Porter, Tuertscher, & Huysman, 2019)
and global climate change (Göldner, Kruse, & Herstatt,
2017; Malone et al., 2017). Therefore, overcoming the
disappointments that often plague open crowd problemsolving is important for the realization of novel and
useful solutions.
One reason suggested for disappointing crowdsourcing outcomes is that the solutions proposed by
crowdsourcing participants fail to include multiple
perspectives, and, as such, fail to address the multiple
issues needing to be solved in order for a solution to be
both novel and useful (Blohm et al., 2011; Majchrzak
& Malhotra, 2013; Piezunka & Dahlander, 2015).
Developing a novel and useful solution requires that
participants do not simply share their ideas but also
incorporate the knowledge of others to formulate comprehensive solutions (Füller, Hutter, Hautz, & Matzler,
2014). Riedl and Woolley (2017: 134) summarized the
state of the literature as suggesting that “there is a general
sense that higher levels of collaboration would be
helpful, at least for crowdsourcing solutions to more
complex innovation problems.”
In order that they might incorporate others’ knowledge and perspectives into a solution, some studies have
asked crowds to form teams and to collaboratively solve
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the problem through extensive synchronous interactions (Blohm et al., 2011; Riedl & Woolley, 2017).
Forcing crowds into teams, though, assumes that
crowds are most likely to create novel and useful solutions through intensive synchronous interactions
among the same subset of participants. Crowds, however, may incorporate others’ knowledge in different
ways than synchronous team collaborators (Füller et al.,
2014; Majchrzak & Malhotra, 2016; Viscusi & Tucci,
2018). When crowds participate in problem-solving by
making serial contributions to a common website, the
knowledge of the crowd can accumulate over time
without synchronous interaction (Viscusi & Tucci,
2018). As participants read this serially accumulated
knowledge, their next actions may be influenced by
what they have read. If there are patterns to this serially
accumulated knowledge that eventually lead to novel
and useful solutions, the crowd might be described as
developing the solution through self-organization.
Accordingly, in the present research, we pose the following questions: “Is the novelty and usefulness of
crowd-generated solutions affected by a crowd’s patterns of accumulated knowledge contributions?” and “If
‘yes,’ how?”
To address our research questions, we theorize about
possible patterns of knowledge accumulation that
might affect the generation of novel and useful solutions. These patterns may then provide the basis for
suggesting that, when crowds self-organize following a
particular knowledge accumulation pattern, they are
more effective in generating novel and useful solutions.
We explore these patterns of knowledge accumulation with a data set from the Stack Exchange network
(https://stackexchange.com) consisting of 12,186 problems and 35,276 answers posted by 24,421 participants.
We find evidence that, when a crowd’s knowledge accumulation can be characterized by certain patterns, the
solutions generated are more novel and useful. To provide a theoretically parsimonious explanation of these
findings, we abductively build on recent advances in
complexity theory to explain why the patterns we
discover help the crowd to generate novel and useful
solutions. We find that these patterns are not indicative of hierarchical control or management imposition, but, rather, are characterized by three principles
of emergent self-organization arising during the
crowd’s problem-solving process. We incorporate
these principles into a theory of self-organization for
creative solution generation in open crowds, with
both theoretical and practical implications for open
organizations as well as open crowds.
CONCEPTUAL DEVELOPMENT
“An open crowd is suitable as a strategic instrument
for R&D, for understanding which ideas for new
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products and services could be viable, as well as the
kind of business model innovation required” (Viscusi &
Tucci, 2018: 51). Examples of open crowds include user
tinkerers (von Hippel, 2005), innovation-focused collectives such as Propellerhead (Jeppesen & Frederiksen,
2006) and Thingiverse (Kyriakou, Nickerson, & Sabnis,
2017), open-source software development projects
(Howison & Crowston, 2014; von Hippel & von Krogh,
2003), knowledge amalgamations such as Wikipedia
(Kane & Ransbotham, 2016), online innovation communities such as Threadless (Brabham, 2010; Riedl &
Seidel, 2018), crowd science projects (Franzoni &
Sauermann, 2014), cooperative innovation challenges
sponsored by companies interested in developing new
products (Afuah et al., 2018; Hutter, Hautz, Füller,
Mueller, & Matzler, 2011), and collaborative innovation
challenges to address strategic questions from a firm
(Majchrzak & Malhotra, 2013; Nickerson, Wuebker, &
Zenger, 2017; Whittington et al., 2011).
To specify the possible patterns that might emerge
from open crowds, we turn to the literature on crowd
interactions (e.g., Becker, Brackbill, & Centola, 2017;
Bond et al., 2012; Himelboim, Gleave, & Smith, 2009;
Lorenz, Rauhut, Schweitzer, & Helbing, 2011). This
literature shows that crowd participants are influenced by the knowledge shared by others (Bond
et al., 2012; Huffaker, 2010; Moe & Trusov, 2011).
Some studies have even demonstrated that a participant’s background characteristics may even have
less influence on how a participant behaves than past
knowledge shared by others (Acar, 2019; Becker
et al., 2017; Fedorenko, Berthon, & Rabinovich, 2017;
Himelboim et al., 2009; Prpic, Shukla, Kietzmann, &
McCarthy, 2015). Since there is limited research on
whether explicit patterns of knowledge accumulation lead to novel and useful ideas (see Majchrzak &
Malhotra, 2016, for an exception), we build on the
more general literature regarding the influence of
prior knowledge on crowd behavior to suggest the
nature of the patterns of knowledge accumulation
that might emerge in a crowd. We then speculate
about how these patterns might stimulate participants to generate novel and useful ideas.
We describe below three possible patterns identified in the literature: (1) knowledge overlap, (2)
paradox redirection, and (3) recency focus. In the
following, we briefly review that literature, grouped
into these three patterns.
A Pattern of Overlapping Knowledge
The first of these patterns discussed here is one we
refer to as “overlapping knowledge.” In this pattern,
crowd participants are said to build on previous
knowledge that has been contributed by others by
reusing that earlier knowledge in some way; the reuse
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that exists between the earlier knowledge and the
current knowledge is what we refer to as “overlapping
knowledge.” Overlapping may not be complete nor
precise; it can range from an oblique earlier reference
to an explicit remixing of prior knowledge with new
knowledge. A distinction has been made between
“knowledge reuse for replication” (Szulanski, 2000),
which is a direct form of replicating prior knowledge,
and “knowledge reuse for innovation,” in which
components of prior ideas are built upon as stimuli for
new ideas (e.g., the use of laser radar to detect the
presence of dust devils on Mars) (Majchrzak, Cooper,
& Neece, 2004). In creative online communities (e.g.,
Thingiverse), where a primary goal is to remix prior
creative artifacts with little if any synchronous interaction among participants, a knowledge-reuse-forinnovation pattern of accumulated knowledge is
observed. In such communities, prior contributed artifacts become reified in the form of meta-models that
then spawn more novel designs (Kyriakou et al., 2017).
Secretan (2013) examined an online application called
Picbreeder with which images are collaboratively
designed without direct interaction, but purely by
users remixing previously posted images. A crowd’s
propensity to build on prior contributed knowledge
has been demonstrated when novelty is expected
(Majchrzak & Malhotra, 2016). Consumer crowds have
been found to balance a desire for uniqueness and
conformity in new products by building on parts of
others’ product configurations (Zaggl, Hagenmaier, &
Raasch, 2019). Füller et al. (2014) documented patterns
of crowd participants collaboratively refining others’
ideas to improve the novelty and usefulness of the
eventually selected product. This pattern of building
on prior ideas in creating new ideas should, therefore,
exhibit overlapping knowledge between prior contributions and current contributions.
A variety of theoretical explanations have been
offered as to why a pattern of overlapping knowledge
is widespread in open crowds. Some have suggested
that it occurs because it provides participants with
the confidence needed to not have to start from
scratch for each solution (Kyriakou et al., 2017).
Others posit that crowds build on prior knowledge
because participants use prior knowledge as cues
about the crowd’s attention and focused energy
(Asur, Huberman, Szabo, & Wang, 2011). Because of
the apparent ubiquity of knowledge overlap in open
crowds, we surmise that knowledge overlap plays a
considerable role in self-organizing a crowd toward
useful and novel solutions.
A Pattern of Paradox Redirection
If all crowds did was to engage in knowledge
overlap by primarily reusing or overlapping their
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contributions with knowledge that was contributed
earlier, the novelty of the solutions could suffer, especially if the initial solution proposed was not close to the
correct or most novel and useful solution (Lorenz et al.,
2011). Research findings on crowd interactions suggest
that past knowledge may not simply be reused and
modified to create new knowledge but may also redirect
crowds in new ways (Zhu, Kock, Wentker, & Leker,
2018). For example, Füller et al. (2014) found that
feedback on a previously proposed product idea from
the crowd sometimes redirects the development of that
product idea and leads to substantially different solutions. Blohm et al. (2011) found that many participants
of an innovation challenge were primarily interested in
learning from others and thus having their thinking
redirected in new ways.
New directions in a crowd might be stimulated by
task conflict. In their qualitative case study, Black
and Andersen (2012) found that task conflict in online
collaboration refocused discourse attention on critical interdependencies needed for problem-solving.
Majchrzak and Malhotra (2016) found that crowd
contributions that make explicit the “trade-offs” or
“paradoxical objectives” inherent in solving a problem
lead to more novel and useful ideas. Specifically, paradoxical objectives bring in new perspectives that
conflict with one another, stimulating new thoughts to
resolve the conflict. The researchers inferred that the
paradoxes signal a need for the crowd to shift the current discussion about how to solve the problem—a shift
that requires solving not just one problem objective but
additional conflicting or contradictory problem objectives too (Majchrzak & Malhotra, 2016). Comments in
online electronic discussions can also surface paradoxes between two goals that then stimulate critical
thinking, which might shift the focus of the crowd
(Greenlaw & Deloach, 2003).
Redirecting the crowd, then, involves changing the
direction of the crowd from what they were doing previously. Thus, in the context of patterns, redirecting the
crowd involves changing existing patterns being used
by the crowd. Since the only other pattern thus far discussed is that of knowledge overlap, for paradoxes to
redirect the crowd would require that the paradoxes
redirect the preexisting pattern that emerged of knowledge overlapping leading to novel and useful solutions.
While paradoxical objectives are important for the
generation of novel ideas, whether the accumulation of
paradoxes in crowd contributions affects the relationship between knowledge overlap and more novel and
useful solutions is not known.
A Pattern of Recency Focus
A third pattern concerns the observation that
online participants tend to focus on the most recent
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content, creating a temporal decay in terms of relevance and attention (Weng, Flammini, Vespignani, &
Menczer, 2012). In one study, for example, crowds
were found to spend less attention to previous posts
than to newer posts (Yang & Leskovec, 2011). On the
social news platform Digg, the specific temporality of
when knowledge is shared has an impact on whether
the crowd finds that knowledge to be more credible
(Xu, 2013). Temporal decay effects attributed to
others’ posts have been documented in posts on
CNN.com (Cheng, Bernstein, Danescu-NiculescuMizil, & Leskovec, 2017), as well as in discussions
related to movies and the box office returns of a
movie (Huang, Boh, & Goh, 2017). In online discussion forums and on Twitter, newer messages are often added in threads in response to only recent
messages, leaving older messages ignored (Kumar,
Mahdian, & McGlohon, 2010; Leskovec, Backstrom,
& Kleinberg, 2009; Shin, Jian, Driscoll, & Bar, 2018).
A variety of theoretical explanations have been offered regarding why crowds may follow this pattern of
a recency focus. One explanation is that crowd participants assume that the latest knowledge posted
carries the vestige of past knowledge and thus, to reduce time spent, attending to the most recent contributions would be most efficient (Khasraghi & Aghaie,
2014). Alternatively, a recency focus of attention may
be a function of how knowledge contributions are
presented to participants on a platform. Platforms are
typically designed so that more recent knowledge is
more prominently presented and thus is more likely
to be noticed by the crowd (Majchrzak, Wagner, &
Yates, 2013).
Therefore, a “recency focus,” describing a pattern
in which earlier accumulated knowledge is ignored
and recent knowledge is given attention, may exist in
open crowds solving problems. Whether this pattern
affects the generation of novel and useful solutions,
though, is not known.
Summary
In sum, knowledge in crowds accumulates as
participants contribute their knowledge in response
to a problem statement. We suggest that there are
three patterns of accumulation of the crowd’s
knowledge: “knowledge overlap” (later knowledge
contributions resemble earlier contributions), “paradox redirection” (paradoxes stimulate novel solutions by focusing crowd attention on objectives in
tension), and “recency focus” (crowd ignores
knowledge as it gets older). Our review of the literature shows that these three patterns occur in a diverse range of online crowds. However, very little
insight is available on the effect of these patterns on
the generation of novel and useful solutions by the
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FIGURE 1
Example of a Question with Multiple Answers

7

I was instructed by my project manager that frequent deployment in PROD or to test server should be
avoided. But I don’t understand why? We roll our testing copy to PROD on every sprint end but suddenly
client would ask a simple change to the existing application which would require a re-deployment.
When every thing was well tested and QA approved. why should we avoid frequent deployment?
How it was done universally?
project-management

web-applications

deployment

share improve this question

asked Sep 4 '10 at 9:52
Gopi
3,033 1 21 29
shortened

2

If your re-deployement require downtime, then client may be unhappy about that. Also it depends on the
frequency whether its daily weekly or monthly. My last project has a regular outage window at 2nd sat of
every month with client’s approval. You may check for any accepted outage window with your client.
share improve this answer

answered Sep 8 '10 at 9:29
Antoops
299 2 8

If you are talking about a hosted web application, the users don’t get a sy-so in when they get
upgrades. That is, they are forced to upgrade each time you do a push to production.
6

If your changes dramatically change the system rules or UI, you should definitely consider bundling
your releases and doing it less frequently. It is very frustrating to users to have to continually re-learn
how to use the tools they rely on and violates the UI principle of making them feel they are in control
of their computer/software.
share improve this answer

answered Sep 8 '10 at 22:20
JohnFx
18.7k 8 60 112

2

There are always cases where issues are found in prod. Back to back deploys can make it MUCH more
difficult in many cases to determine the actual source of the problems. Other than that I would deploy
as often as everyone is comfortable with.
On the other hand, the client is the boss, if they want it deployed now with no testing that is there
option and unless there is something irreversibly dangerous about it that you can explain to them
about the change you have little recourse but to document the request, the approval, and make certain
you have a way to go back if they don’t like the outcome.
You are not always going to have total process buy-in from the client.
share improve this answer

answered Sep 9 '10 at 22:34
Bill
8,081 20 50

add a comment

2

Why should frequent changes to prod be avoided? Because they can cause performance problems and
user issues. Users need to be aware of the changes that might affect them espcially if the roll to prod
might involve a lot of performance hits to the database and thus cause slowdowns. Because the users
don’t like it when they get locked out for an upgrade just when they need to run payroll. Users are
often on the application all day long every day, they get cranky when lots of changes over a short
period of time happen and they complain to their bosses who complain to your boss’ boss who
will yell at your boss.
Prod rolls are also risky. It is the rare place which actually tests against production level usage (heck way
too many places don’t even test code against produstion size databases), so things that appear to work
fine in QA can cause the whole system to come to a crashing halt in a production enviroment. So the
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FIGURE 2
Histogram of Sequence Lengths
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crowd. This is the focus of our exploratory analysis,
which we turn to next.

Stack Exchange is an online website on which
questions (as problems) are posted and any registered participant can respond with suggestions
(which generally include the answer and often some
restatement of the problem or additional information) as well as comments on prior contributions.
Stack Exchange contains a wide variety of topics,
such as computer programing and chess play. There
is no monetary compensation and anyone is allowed
to post. Crowd participants highlight questions that
have been posted earlier to ensure a certain degree of
novelty for each question; suggested answers are also
required to be novel to some degree, since suggestions that are not unique are flagged and removed.
Stack Exchange was selected as the empirical context for the present study because its participants focus on solving problems that require novel and useful
solutions. Open crowds have the opportunity to selfselect the questions they want to solve. Further, there
is no central coordinating body explicitly or intentionally governing the crowds. Additionally, the dependent variable is clearly identified since each
question poster selects one of the multiple suggestions posted as the best solution. Finally, each question and each suggestion contain a certain level of
novelty, as indicated earlier. As such, Stack Exchange
represents an ideal context for exploring the possibility of open crowd self-organization and its effect on
the generation of novel and useful solutions. Figure 1
provides a screenshot of a question with four suggestions. The question poster selected the second
answer as the best one (marked by the green hook).
The number next to each answer is the votes given by
crowd participants.
We used data from the “Software Engineering”
topic on Stack Exchange (obtained under the
Creative Commons BY-SA 4.0 License), as it is one of
the largest topics in the network. We also replicated
our findings with the Stack Exchange topic of
“English Language” (see Appendix B). We collected
the raw data containing all activities for the Software
Engineering topic from its origin in the period
August 2008 to July 2019. The raw data consisted of
53,455 questions, 157,023 suggestions, and 284,299
comments. These posts were made by 283,345 registered members. Since we are interested in the accumulation of knowledge leading to novel and usable
solutions, our dependent variable was whether the
suggestion posted was accepted by the question
poster. Only one suggestion for each question can be
accepted. However, the question poster can change
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the decision and accept another suggestion at any
time. For example, when a better suggestion than the
currently accepted solution is added later, the question poster can accept this new suggestion so that it
becomes the accepted solution, relegating the formerly accepted solution to a non-accepted suggestion. We used the position of the accepted solution to
extract the sequence of knowledge accumulation. We
explored whether the sequence starting with the
question and continuing across all suggestions and
comments until the accepted solution contained patterns of knowledge accumulation similar to those
identified in the literature review.
There was substantial variation in the lengths of
the knowledge accumulation sequences in the data
set: for 18,960 of the questions, the first suggestion
was accepted; 6,977 sequences had one suggestion
before the accepted solution; 5,209 sequences contained two or more suggestions before the accepted
solution; and, in 21,708 sequences, the question
poster did not choose any of the suggestions. We,
therefore, used a subsample of the complete data set
that contained all knowledge accumulation sequences with at least one suggestion prior to the accepted solution (i.e., sequences of two or more
suggestions). This, then, excluded sequences in
which no suggestion had been accepted, as well as
the sequences where the first suggestion was accepted. The sample size of this subset was 12,186
sequences, consisting of the same number of questions and a total number of 35,276 suggestions.
Across this sample, there was an average of
3.7 comments per suggestion. The posts were made
by 24,421 participants. Figure 2 shows a histogram
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of the number of suggestions in the knowledge accumulation sequences included in the sample.
Apparent from this figure is that most sequences are
reasonably short, ranging from one to three prior
suggestions before the next suggestion is selected as
the accepted solution.
Variable Construction
Our unit of analysis was the suggestion.
Dependent Variables
The main dependent variable—Accepted Solution—
was a binary variable. If a suggestion was accepted,
then Accepted Solution was set to equal 1; if the
suggestion was not accepted, Accepted Solution was
set to equal 0. For estimating the effect of the pattern
of knowledge accumulation on whether a suggestion was an Accepted Solution, we used logit regression models. To account for the nesting of suggestions
in the problem-solving sequence, we included random effects models (Wooldridge, 2002).
While Accepted Solution was used as the dependent variable to assess the impact of each of the three
patterns on the generation of novel and useful solutions, the knowledge overlap pattern needed to be
assessed by determining whether knowledge overlap
bred further knowledge overlap. Since knowledge
overlap was also used as an independent variable, it is
described below under the Independent Variables
section.
Independent Variables
To examine the pattern of knowledge accumulation,
we looked at variables describing the relation between a
suggestion and its chronologically preceding suggestion
in the same sequence. Three patterns were constructed:
knowledge overlap, paradox redirection, and recency
focus.
The pattern of knowledge overlap. Knowledge
overlap was reflected by the resemblance between
two consecutive suggestions in a sequence. It was
measured as the similarity between two temporally
sequential consecutive suggestions in the sequence:
(1) between the focal and the immediate prior suggestion, Knowledge Overlap(t, t 2 1); and (2) between
the immediate prior suggestion and the suggestion
before that, Knowledge Overlap(t 2 1, t 2 2). Following
Piezunka and Dahlander (2015), we measured
knowledge overlap using the cosine similarity based
on the commonality of words. We created vectors of
word sets for each suggestion, after stemming the
words and removing stop words, capitalizations,
and numbers, as well as punctuation. The cosine
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similarity was a trigonometrical cosine measure between the vectors of word sets, bounded between 0
and 1. The knowledge overlap variables ranged from
0 to .86 with a mean of .40, Knowledge Overlap(t, t 2 1),
and from 0 to .85 with a mean of .37, Knowledge
Overlap(t 2 1, t 2 2). The maximum values showed that
there was no perfect knowledge overlap at any point
in the data set between any two suggestions; as such,
this confirmed that direct copying of an entire earlier
solution by a chronologically later suggestion was
not done. A random sample of suggestions with high
and low cosine similarities was reviewed for face
validity. (Figure A1 in Appendix A features an
example of a pair of suggestions with high cosine
similarity.) When the number of suggestions in a sequence was only two, only Knowledge Overlap(t, t 2 1)
could be calculated and Knowledge Overlap(t 2 1, t 2 2)
was missing.
The pattern of paradox redirection. To operationalize paradox redirection, we calculated an interaction term between the number of paradoxes
introduced in comments and the degree of knowledge overlap, thereby assessing the effect of the
paradoxes on redirecting an existing pattern of
knowledge overlap. We had already constructed the
knowledge overlap variable and therefore we needed
to construct the second term of the interaction:
Paradoxes. Paradoxes were identified from comments that were contributed between two suggestions. To qualify as a paradox, the comment needed
to include any of the following phrases: “on the one
hand,” “on one hand,” “on the other hand,” “but,”
and “however.” We counted the number of comments with paradoxes for each suggestion as those
comments with paradoxes that had been posted before the accepted answer of the sequence was posted.
This excluded comments that were added after the
question poster selected a successful solution. A visual review of the paradoxes identified from this
processing confirmed that paradoxes were effectively identified through this method. (Table A1 in
Appendix A contains examples of paradoxes.) We
then calculated the interaction effects with the degree of overlap. The interaction effect was our measure of paradox redirection. We calculated two
interaction effects: (1) Paradoxes(t 2 1) 3 Knowledge
Overlap(t, t 2 1) and (2) Paradoxes(t 2 2) 3 Knowledge
Overlap(t, t 2 2).
The pattern of recency focus. To explore if the
pattern of recency focus surfaced, we examined if
more recent or less recent patterns of knowledge
overlapped and paradox redirection had a greater effect on whether a suggestion becomes an Accepted
Solution. We used the variables Knowledge Overlap(t,
t 2 1) and Paradoxes(t 2 1) and the interaction effect of
the two to assess the most recent effects on Accepted
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Solution. We used Knowledge Overlap(t 2 1, t 2 2) and
Paradoxes(t 2 2) to look further “back” in the knowledge accumulation sequence.
Control Variables
To account for possible confounding effects, we
used multiple control variables. First, we accounted
for the complexity of how the suggestion was formulated (Suggestion Complexity). We measured the
words reflecting the cognitive processing required
by the way in which the suggestion was written.
Cognitive processing is a linguistic dimension that
can be analyzed using the Linguistic Inquiry and
Word Count (LIWC) text analysis program, which has
been extensively used by crowdsourcing researchers
(Nagar, de Boer, & Garcia, 2016; Pennebaker, Boyd,
Jordan, & Blackburn, 2015; Piezunka & Dahlander,
2019). The higher the value of cognitive processing
words in a text, the more complex the text is regarded
by participants. We scaled Suggestion Complexity by
min–max normalization and obtained a mean of 0.10,
with a standard deviation of 0.04 in our sample.
Second, we also measured the Emotional Tone of the
suggestions, which is another linguistic dimension
calculated by LIWC. This variable accounted for the
emotional triggers of the suggestion formulation,
which might appeal to the question poster and influence the poster in accepting the suggestion as
Accepted Answer (Pennebaker et al., 2015). We scaled
Emotional Tone by min–max normalization. It had a
mean of 0.40 and a standard deviation of 0.24.
Third, we measured the length of the suggestion,
since it could be that the more elaborate the text of
the suggestion, the more the suggestion may be
regarded as being better by the question poster. We
controlled for the number of characters used in the
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Was there anything that surprised
you about the findings?

suggestion (Number of Characters) and scaled this
variable by min–max normalization as well. It was
skewed and had a median of 0.03, a mean of 0.04, and
a standard deviation of 0.04 in our sample. Fourth,
we controlled for the Chronological Position of the
suggestion among all the suggestions in the sequence. The later the suggestion was posted in the
sequence, the greater the learning from prior suggestions and comments could be. The range for
Chronological Position varied between 2 and 32.
Fifth, we accounted for repetitive attempts by the
same individual to answer the same question. The variable Same Participant was a count of the number of
suggestions made in relation to a particular question by
a participant who had previously posted a suggestion
for the same question. This count ranged from 0 to 3.
Sixth, we counted the number of comments associated
with the immediately preceding suggestion of the focal
suggestion: Number of Comments(t 2 1). As before, we
only counted those comments that were posted before
the timestamp of the posting of the Accepted Solution,
since those were the comments that potentially affected
the knowledge accumulation. This variable ranged from
0 to 38. Tables 1 and 2 provide an overview of the variables, the descriptive statistics, and their correlations.
FINDINGS
In this section, we present a series of analyses,
exploring the three patterns of knowledge accumulation that were suggested by our literature review:
namely, knowledge overlap, paradox redirection,

TABLE 1
Descriptive Statistics
Statistic
Control Variables
Suggestion complexity
Emotional tone
Number of characters
Chronological position
Same participants
Number of comments(t 2 1)
Independent Variables
Knowledge overlap(t, t 2 1)
Knowledge overlap(t 2 1, t 2 2)
Paradoxes(t 2 1)
Paradoxes(t 2 2)
Dependent Variablea
Accepted solution
a

n

Mean

SD

Min.

Max.

19,904
19,904
19,904
19,904
19,904
19,904

0.10
0.40
0.04
3.30
0.004
0.81

0.04
0.24
0.04
2.02
0.07
2.14

0.00
0.00
0.00
2
0
0

1.00
1.00
0.99
32
3
38

19,890
9,801
19,904
10,904

0.40
0.37
0.47
0.62

0.15
0.15
1.37
1.60

0.00
0.00
0
0

0.86
0.85
27
27

19,904

0.45

0.50

0

Knowledge overlap(t, t 2 1) also served as a dependent variable.

1

a

.01
.02

2.08
2.06

2.01
2.01

2.01

2.001

2.03

2.03

.02
.003

.02

2.02

2.01
2.01

1
2.05

No. of
characters

2.03
2.01

1

Emotional
tone

.07

.28

2.02
2.03

.15

.42

2.01
2.03

1

Chronological
position

Knowledge overlap(t, t 2 1) also served as a dependent variable.

Control Variables
Suggestion
complexity
Emotional tone
Number of
characters
Chronological
position
Same participants
Number of
comments(t 2 1)
Independent
Variables
Knowledge
overlap(t, t 2 1)
Knowledge
overlap(t 2 1, t 2 2)
Paradoxes(t 2 1)
Paradoxes(t 2 2)
Dependent
Variablea
Accepted solution

Answer Complexity

.10
.02

2.04

.02
.02

2.05

2.04

1

Same
participants

2.002

.001
.001

2.03

2.02

1
.002

No. of
comments(t 2 1)

2.14

.33
.31

2.04

2.05

1

Knowledge
overlap(t, t 2 1)

TABLE 2
Pairwise Correlations

.18

2.03
2.05

.55

1

.06

2.02
2.002

1

2.12

1
.28

2.13

1

Knowledge
Accepted
overlap(t 2 1, t 2 2) Paradoxes(t 2 1) Paradoxes(t 2 2) solution
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TABLE 3
Analysis of Knowledge Accumulation through Overlapping Suggestions
Dependent Variable:
Accepted solution

Knowledge overlap(t, t 2 1)
(Model 1)
Control Variables
Suggestion complexity
Emotional tone
Number of characters
Position
Same participants
Number of comments(t 2 1)
Independent Variables
Knowledge overlap(t 2 1, t 2 2)
Knowledge overlap(t, t 2 1)
Constant
Observations
Log likelihood
Akaike information criterion

(Model 2)

20.25 (0.58)
20.12 (0.09)
6.63*** (0.52)
20.02* (0.01)
20.13 (0.25)
20.01 (0.01)

20.21 (0.59)
20.05 (0.09)
5.51*** (0.52)
20.01 (0.01)
20.07 (0.25)
20.003 (0.01)

(Model 3)

(Model 4)

21.67*** (0.42)
20.09 (0.06)
20.62*** (0.55)
20.07*** (0.01)
0.25 (0.23)
20.17*** (0.01)

21.66*** (0.42)
20.07 (0.06)
19.46*** (0.60)
20.06*** (0.01)
0.25 (0.23)
20.17*** (0.01)

20.49*** (0.06)
19,890
212,469.45
24,954.90

0.49*** (0.11)
20.66*** (0.07)
19,890
212,459.74
24,937.47

2.20*** (0.14)
20.53*** (0.09)
9,799
25,686.30
11,388.60

21.39*** (0.10)
9,799
25,282.19
10,582.39

*p , .05
***p , .01

and recency focus. To account for the nesting of
suggestions in the problem-solving sequence, we
included random effects models (Wooldridge, 2002).
Evidence for a pattern of knowledge overlap.
We first analytically explored the presence of a knowledge overlap effect: Does overlap evolve dynamically?
That is, does earlier overlap affect later overlap? Does the
overlap persist to affect the likelihood that an eventually
offered suggestion becomes an Accepted Solution?
Table 3 shows four random effects regression models

with the two dependent variables used to assess the effect of knowledge overlap. The first two models (Models
1 and 2) explore if the knowledge overlap between the
first two earliest suggestions affects the knowledge
overlap between the two later suggestions. If so, this is an
indication that the crowd’s behavior in our sample was
influenced by a pattern of overlapping knowledge found
in the suggestions, independent of whether the suggestion was an Accepted Solution. Model 1 contains only
the control variables. Model 2 adds Knowledge

TABLE 4
Analysis of Paradox Redirection
Dependent Variable:
Accepted solution

Control Variables
Suggestion complexity
Emotional tone
Number of characters
Chronological position
Same participants
Number of comments(t 2 1)
Independent Variables
Knowledge overlap(t, t 2 1)
Paradoxes(t 2 1)
Knowledge overlap(t, t 2 1) 3 Paradoxes(t 2 1)
Constant
Observations
Log likelihood
Akaike information criterion
*p , .05
***p , .01

(Model 1)

(Model 2)

(Model 3)

21.67*** (0.42)
20.09 (0.06)
20.62*** (0.55)
20.07*** (0.01)
0.23 (0.23)
20.17*** (0.01)

21.66*** (0.42)
20.07 (0.06)
19.46*** (0.60)
20.06*** (0.01)
0.25 (0.23)
20.17*** (0.02)

21.66*** (0.42)
20.07 (0.06)
19.42*** (0.59)
20.06*** (0.01)
0.25 (0.23)
20.16*** (0.02)

0.50*** (0.11)
20.01 (0.04)

0.42*** (0.12)
20.11 (0.06)
0.22* (0.10)
20.62*** (0.07)
19,890
212,457.28
24,936.56

20.49*** (0.06)
19,890
212,469.45
24,954.90

20.66*** (0.07)
19,890
212,459.70
24,939.40
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FIGURE 3
Interaction between Knowledge Overlap(t, t 2 1) and Paradoxes(t 2 1) on the Probability of Accepted Solution
Predicted Probabilities of Accepted Solution

Accepted Solution (%)
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Overlap(t 2 1, t 2 2)—the overlap between the previous
suggestion and the previous-to-the-previous suggestion—as an independent variable. The positive
and significant effect of Knowledge Overlap(t 2 1, t 2 2)
indicates that early knowledge overlap relates to further overlap.
Our main dependent variable was Accepted
Solution. We used it in Models 3 and 4 of Table 3 to
explore if the most recent knowledge overlap with
immediately prior suggestions affected whether the
subsequent suggestion became an Accepted Solution.
Model 3 contains only the control variables. Model 4
adds Knowledge Overlap(t, t 2 1) as an independent
variable. The significant and positive effect of
Knowledge Overlap(t, t 2 1) indicates that overlap is
positively related to whether a suggestion became an
Accepted Solution. In sum, these two analyses indicate that the crowd in our study was following a pattern in which earlier knowledge overlap bred later
knowledge overlap, which then resulted in a suggestion that became an Accepted Solution.
Evidence for a pattern of paradox redirection.
Table 4 shows our random effects models that

explore the effect of paradox redirection on Accepted
Solution. Specifically, we explored whether or not the
acceptance of a suggestion depended on the interaction effect of the number of paradoxes in the comments between the prior and focal suggestion,
Paradoxes(t 2 1), and the knowledge overlap between
the same two suggestions, Knowledge Overlap(t, t 2 1).
Model 1 again shows the control variables for the
dependent variable Accepted Solution. Model 2
shows the main effects of Knowledge Overlap(t, t 2 1)
and Paradoxes(t 2 1). Finally, Model 3 adds paradox
redirection as the interaction term of Knowledge
Overlap(t, t 2 1) with Paradoxes(t 2 1). A significant and
positive effect of the interaction term on Accepted
Solution indicates the effect of paradox redirection on
solution acceptance. Our graphing of this interaction
effect (see Figure 3) indicates that much of the positive
effect of knowledge overlap on solution acceptance
can be attributed to the presence of paradoxes. That is,
when a recent suggestion has been offered followed
by comments describing paradoxes about the
problem objectives, the paradoxes seem to encourage very selective use of this knowledge from the
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TABLE 5
Analysis of Recency Focus
Dependent Variable:
Accepted Solution

Control Variables
Suggestion complexity
Emotional tone
Number of characters
Chronological position
Same participants
Number of comments(t 2 1)
Independent Variables
Knowledge overlap(t, t 2 1)
Knowledge overlap(t 2 1, t 2 2)
Paradoxes(t 2 1)
Paradoxes(t 2 2)
Knowledge overlap(t 2 1, t 2 2) 3 Paradoxes(t 2 2)
Constant
Observations
Log likelihood
Akaike information criterion

(Model 1)

(Model 2)

(Model 3)

(Model 4)

21.17*** (0.37)
20.05 (0.06)
11.66*** (0.41)
20.04*** (0.01)
0.14 (0.15)
20.09*** (0.01)

21.15*** (0.37)
20.04 (0.06)
10.64*** (0.46)
20.04*** (0.01)
0.15 (0.15)
20.09*** (0.01)

21.18*** (0.37)
20.05 (0.06)
11.66*** (0.41)
20.04*** (0.01)
0.15 (0.15)
20.08*** (0.02)

21.20*** (0.37)
20.05 (0.06)
11.68*** (0.42)
20.04*** (0.01)
0.15 (0.15)
20.08*** (0.01)

0.60*** (0.12)
20.29*** (0.11)

0.07 (0.10)
0.01 (0.03)
20.07*** (0.01)

20.31*** (0.06)
9,799
25,999.98
12,015.95

20.42*** (0.07)
9,799
25,986.73
11,993.45

20.28*** (0.05)
9,799
25,972.62
11,965.24

20.02 (0.03)
20.12* (0.06)
20.31*** (0.07)
9,799
25,970.27
11,962.54

*p , .05
***p , .01

prior suggestion in the next suggestion. Also, paradoxes without overlap are not helpful as the main
effect of Paradoxes(t 2 1) is shown to be insignificant.
This indicates that only in combination with continuation does an immediately following suggestion become more likely to be an Accepted Solution.
Without continuation, the knowledge accumulation is reset and knowledge needs to aggregate
anew. Thus, it seems likely that paradoxes might
redirect knowledge accumulation into the desired
direction.
Evidence for a pattern of recency focus. Both of
the patterns of knowledge overlap and paradox redirection were explored for a recency focus. We first
calculated regressions of more recent Knowledge
Overlap(t, t 2 1) and less recent Knowledge Overlap(t 2 1, t 2 2). Model 1 in Table 5 includes only the
controls. Model 2 includes both recent overlap,
Knowledge Overlap(t, t 2 1), and previous past overlap,
Knowledge Overlap(t 2 1, t 2 2). The estimate shows that
knowledge overlap between the current and immediately prior suggestions contributed positively to
Accepted Solution, as found earlier. Also, though, the
overlap between the previous and previous-to-theprevious suggestion, Knowledge Overlap(t 2 1, t 2 2),
can be seen to have had a negative effect on Accepted
Solution. With a greater degree of early knowledge
overlap, the later suggestions are less likely to become
Accepted Solutions. This finding indicates that the
crowd does not show a recency focus, since both most
recent and less recent posts have an effect on the

outcomes. Moreover, the negative impact of this effect
from recent posts provides further evidence against a
recency focus of the crowd.
We then explored whether there was a recency
focus for paradox redirection (the interaction of
paradoxes in comments and knowledge overlap).
Model 4 contains the interaction effect of the earlier
overlap, Knowledge Overlap(t 2 1, t 2 2), and the
earlier paradoxes, Paradoxes(t 2 2). Both models
show that there is a negative effect of this early interaction on Accepted Suggestion. We graphed this
early interaction effect, shown in Figure 4. This
graph indicates an opposite effect from that found
in Figure 3 for the more recent interaction: a negative effect of early knowledge overlap on eventual
solution acceptance is negatively moderated by the
presence of a paradox in comments immediately
following the earlier suggestion. That is, when
paradoxes are present in an early discussion (i.e., a
discussion soon after the question is posed), the
knowledge overlap between the suggestions has a
negative effect on whether the suggestion becomes
an Accepted Solution. We interpret this to mean
that paradox redirects early overlaps in a way that it
harms the likelihood that this early suggestion will
become an Accepted Solution; this frees up the
possibility, then, that a later suggestion is made that
provides some degree of overlap with an earlier
suggestion, and this later suggestion is then the
novel and useful one accepted. Thus, the positive
effect of paradox redirection for the most recent
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FIGURE 4
Interaction between Knowledge Overlap(t 2 1, t 2 2) and Paradoxes(t 2 2) on the Probability of Accepted Solution
Predicted Probabilities of Accepted Solution

Accepted Solution (%)

50.0

40.0

Paradoxes(t − 2) (below
vs. above median)
0
1
30.0

20.0
0.00

0.25

0.50

0.75

1.00

Knowledge Overlap(t − 1, t − 2)

knowledge overlap leading to Accepted Solutions,
which we initially explored in the prior analysis, is
not observed in earlier posts and is reversed for
posts offered more closely to when the question was
initially posed. This indicates that the presence of
paradoxes redirects the crowd in opposite directions depending on when the paradoxes are offered.
This is in contrast to a pure recency focus expected
at the outset of the study.
Summary of Findings
To summarize our findings, our exploratory analysis yielded five findings:
Finding 1. A knowledge overlap effect—with
imperfect overlap—exists, such that the degree of
overlap between a prior suggestion (t 2 1) and the
prior-prior suggestion (t 2 2) leads to overlap between
the prior suggestion (t 2 1) and the focal suggestion (t)
(Table 3, Model 2, B 5 2.20, p , .01).
Finding 2. Earlier (older) knowledge overlap between earlier suggestions decreases the likelihood

of a suggestion offered later becoming an Accepted
Solution (Table 5, Model 2, B 5 20.29, p , .01). Thus,
when the earlier suggestions are not accepted by the
question poster, knowledge that overlaps between
that suggestion and the following later suggestions is
counterproductive.
Finding 3. While the most recent knowledge
overlap increases the likelihood of a suggestion becoming an Accepted Solution (Table 3, Model 4, B 5
0.49, p , .01), earlier (older) knowledge overlaps
decrease the likelihood of a suggestion becoming an
Accepted Solution (Table 5, Model 2, B 5 20.29, p ,
.01). Prior research on crowds had led us to tentatively point to the presence of a recency focus pattern
in the crowd. However, in Table 5, we find a negative
effect of earlier knowledge overlaps, suggesting that
early overlaps may be too similar to initially offered
suggestions that are not accepted. Thus, there is not a
simple recency focus of the crowd; rather, there is
also a non-recency detrimental effect whereby older
overlaps seem to influence the crowd to offer less
novel and useful solutions.
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Finding 4. Paradox redirection is the moderating
effect of paradoxes in comments between two suggestions with knowledge overlap between those
same two suggestions. There is evidence indicating
that the strong relationship between recent knowledge overlap and whether a suggestion becomes an
Accepted Solution is attributable in large part to the
introduction of paradoxes (Table 4, Model 3, B 5
0.22, p , .05); these paradoxes appear to ensure that
the next suggestion offered takes the paradoxes into
account, and it is this accounting of the paradoxes
that leads to the generation of a novel and useful
solution.
Finding 5. The timing of paradoxical redirection
is critical. When later paradoxes redirect a later
knowledge overlap (i.e., immediately before the
Accepted Solution), the paradox only seems to succeed at creating a suggestion that is similar to the
immediately prior suggestion (Table 4, Model 3, B 5
0.22, p , .05). It is only when early paradoxes surface
earlier in the pattern that they have their desired
effect—that is, that they redirect the crowd away from
the negative effects of overlaps associated with early
suggestions, encouraging a new pattern in which the
next knowledge overlap (i.e., the most recent one) increases the likelihood that the suggestion becomes an
accepted solution (Table 5, Model 4, b 5 20.12, p , .05).
DISCUSSION
We initially proposed three patterns of knowledge
accumulation that might affect a crowd’s generation of
novel and useful solutions, based on prior research on
crowd interactions. Using a data set from Stack
Exchange, though, we found divergence from this initial
literature. Apparent from our summary of the findings
above is that the patterns of overlapping knowledge,
paradox redirection, and recency focus are complex.
First, we have observed that the patterns of overlapping
knowledge, as well as paradox redirection, can have
both negative and positive effects on a crowd’s generation of novel and useful solutions. These positive and
negative effects depend on when overlap and redirection occur during the knowledge accumulation, indicating that the crowd is not following a simple recency
focus. In search of a theoretical framework to parsimoniously explain and integrate our exploratory results,
we abductively returned to the existing literature and
found that recent theorizing about “cognitive stigmergy” as a self-organizing mechanism in complexity
theory provides such a parsimonious explanation.
Research Framework Based on Cognitive Stigmergy
“Cognitive stigmergy” refers to a theory combining
complex adaptive systems theory, chaos theory, and
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distributed cognition to explain behaviors of
humans (Christensen, 2013; Dipple, Raymond, &
Docherty, 2014; Marsh & Onof, 2008; Mittal, 2013;
Ricci, Omicini, Viroli, Gardelli, & Oliva, 2006).
Unlike simpler forms of entomology (insect) coordination of work (Dipple et al., 2014; Grassé, 1959;
Marsh & Onof, 2008), which have been applied
to the coordination of human work in Wikipedia
(Elliott, 2016) and open-source software development (Bolici, Howison, & Crowston, 2016), cognitive
stigmergy extends substantially beyond by considering human cognition. As with simpler stigmergy,
cognitive stigmergy also studies how actors perform
actions that modify their environment, how these
modifications guide subsequent action, and how this
dynamic process leads to the emergence of complex
structures that are impossible to develop by single
actors (Grassé, 1959; Heylighen, 2016). However, in
considering how human cognition affects this dynamic process, research has found that humans do
not simply follow their environment but interpret it
and are selectively stimulated by their perceptions
of it (Christensen, 2013; Ricci et al., 2006; Rosen &
Suthers, 2011; Zamfirescu, Candea, & Radu, 2014).
As such, cognitive stigmergy recognizes that humans
differentially interpret the environment, created by
others, based on their knowledge, experiences, and
goals (Dipple et al., 2014; Marsh & Onof, 2008; Susi,
Lindblom, & Ziemke, 2003). As such, the environment does not only guide specific actions, but it also
stimulates new actions to occur.
Being stimulated, rather than governed and
guided, by the environment of past behaviors still
allows for the possibility of self-organization. In selforganization, the stimulation, as well as all “communication,” occurs through the environment,
which consists of the actions of interchangeable actors, such as the contributions posted to a website by
crowd participants. There is no need for a centralized authority, distinct roles, task divisions, or other
governance structures for organizing the behavior of
the actors. Self-organization is exemplified through
properties of positive and negative feedback through
the knowledge in the contributions, which involve
each action either amplifying or dampening prior
actions, such that participants continue to move
forward in their creative endeavors. Positive feedback alone could create lock-in effects (wherein the
system is pushed into a suboptimal direction), which
is why negative feedback is needed too (Frenken,
2006; Walby, 2007). This feedback can be expressed
in a non-linear form, such as a pattern of actions
that constitute a non-linear amplification of prior
actions, the emergence of a new pattern of actions,
and patterns of actions that continuously change
and adapt to environmental perturbation (Theraulaz
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& Bonabeau, 1995a, 1995b). Self-organization, if it
exists in a system, often can be expressible with a few
principles describing these patterns.
Therefore, recognizing that prior actions may only
stimulate rather than directly guide or govern
subsequent behavior, we derive principles of selforganization from the patterns we observed. In particular, we summarize our findings as positive and
negative feedback in a system of open crowd participants acting on their web-based environment and
changing the knowledge available to other actors
who are then influenced in a manner that keeps the
crowd moving toward a novel and useful solution.
Altogether, three principles can be inferred, as
follows.
Self-organizing principle 1: Crowds maintain
an overlapping stream of knowledge as they offer
suggestions to the problem. Ensuring that current
suggestions have some degree of knowledge overlap
with prior suggestions helps to keep the crowd on
track for problem-solving, acts as a guardrail, and
allows crowd participants to build on prior suggestions but still offer some unique knowledge. This
principle is needed by crowds to self-organize and to
incrementally attend to those parts of the knowledge
that is critical for the eventual creation of a successful solution.
Self-organizing principle 2: Overlapping knowledge streams need paradoxes. Paradoxes in
comments add an important redirection—negative
feedback—to the overlapping stream of knowledge
embodied in each progressive suggestion. They elevate the requirement for creativity by posing multiple
conflicting problem objectives that must be solved. As
with any self-organized system, positive feedback
alone will not be sufficient to achieve the final state;
positive feedback alone seems to lead to a lock-in
in which the satisfactory solution is not achieved.
Positive feedback, therefore, needs to be counterbalanced with negative feedback. The crowd’s negative feedback is produced in self-organizing crowds
by the occasional offering of paradoxes as comments to
suggestions. The paradoxes serve as an environmental
disturbance, redirecting the crowd to incorporate additional, conflicting objectives into their suggested solutions. Having inserted those paradoxes into a new
suggestion, they can return to the pattern of overlapping
knowledge and eventually generate an accepted
solution.
Self-organizing principle 3: Crowds mix earlier
and most recent patterns. The timing in which
the paradox is inserted as a disturbance for redirection is critical. Rather than crowds focusing
only on the most recent suggestions, the crowd’s
self-organization is determined by a mix of earlier
and most recent patterns. Paradox disturbances
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introduced earlier in the knowledge accumulation,
after initial overlapping suggestions have been proposed and not accepted as a solution by the question
poster, appear to redirect the crowd to offer different
suggested solutions. These suggested solutions presumably take the paradoxes into account. This redirection doesn’t immediately lead to an acceptable
solution. Rather, the suggested solutions need to
undergo knowledge overlapping patterns such that
they are reused and modified (as “knowledge reuse
for innovation” before a suggestion becomes a novel
and useful solution). As such, it is not only sufficient
to have positive and negative feedback, and the
timing of when these occur is also important for the
crowd’s self-organization.
Figure 5 graphically depicts our theory of selforganization for creative solution generation in open
crowds. The open crowd of actors comes together to
solve a question or problem statement without ex
ante contracts and without ex ante expectations of
who will solve the problem, freely deciding whether
they will join and what they will contribute. An
initial suggestion is offered that consists of knowledge elements A, B, C, and D. Soon afterward, another suggestion is offered following Principle 1;
namely, consisting of some knowledge overlap with
the first suggestion’s knowledge elements. A third
actor offers a paradox comment that acts as a disturbance, drawing attention to the need for redirection. This paradox is not considered immediately by
the next actor, who provides another suggestion that
continues to have overlapping elements with the
prior suggestion. If the follow-on actors continue to
ignore the paradox, they will engage in a lock-in
whereby their suggestions will never be accepted.
However, when the next actor offers a suggestion that
takes the paradox into account, the suggestion will
integrate some knowledge overlap from prior suggestions but also introduce new knowledge elements, because of the paradox redirection. Finally,
the next actor offers a new suggestion that no longer
explicitly uses the paradox (because it had been incorporated into the immediately prior suggestion),
overlaps with that immediately prior suggestion, and
offers new enough knowledge elements to be accepted
as novel and useful by the question poster.
In sum, crowds appear to be able to self-organize to
generate novel and useful solutions. They do so through
three self-organizing patterns that allow them to maintain consistency with one another (through overlapping
knowledge), by insertion of sufficient disruption to introduce novelty without imploding the crowd (through
paradox redirection), and by mixing earlier patterns of
paradox redirection with later patterns of overlapping
knowledge, rather than exclusively focusing on the most
recent contributed knowledge.
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FIGURE 5
Self-Organization for Creative Solution Generation
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Implications of a Cognitively Stigmergic View of
Self-Organizing in Crowds
External sources are increasingly being relied
upon for generating useful and novel ideas and
solutions (Baldwin & von Hippel, 2011; Gassmann
et al., 2010; Laursen & Salter, 2006). Therefore, there
is a salient need for identifying, understanding, and
explaining open crowds that are more likely to generate such useful and novel solutions.
Our theorizing for how crowds self-organize can be
summarized in Figure 5 and the following proposition:
In an open crowd, more novel and useful solutions will be produced when the crowd emergently follows three self-organizing principles: (1)
overlapping knowledge, (2) paradox redirection,
and (3) mixing earlier (paradox redirection) and
most recent contributions (knowledge overlap).
These principles of self-organization have several
implications for research on open crowds. First, the
principles and the cognitive stigmergic framework
from which they are drawn differentiate successful
crowd behavior from unsuccessful behavior in producing novel and useful outcomes (Afuah et al.,
2018). As such, ours is the first theory of selforganization for creative solution generation in
open crowds. Moreover, this is one of the first efforts

to develop a theory of open crowd behavior that does
not rely on external governance, incentives, creation
of task modules, or explicit organizational structures such as teams (Nickerson et al., 2017; Riedl &
Woolley, 2017).
Crowd governance is the focus of much recent research (Afuah et al., 2018; Dahlander et al., 2018).
Our findings suggest that such a focus in the research
may be assuming prematurely that the crowd needs
to be externally governed. An implication of a cognitive stigmergic view of crowd self-organization is
that external interventions, such as governance, may
undercut the delicate balancing between positive
and negative feedback of self-organization. Actors
must be able to closely observe the changes in
knowledge provided by earlier actors and make the
assumption that all changes are the result of prior
actions of the crowd (Heylighen, 2016). In the face of
explicit governance mechanisms, this assumption
cannot be followed by the actors, since the changes in
knowledge of actors are no longer exclusively defined by the current knowledge on the platform;
rather, they are determined by the governance
What is the motivation for and social
relevance of your research?
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mechanisms. As such, the knowledge overlap pattern may not emerge, and, even if it does, it may not
lead to novel and useful solutions.
Similarly, much of the crowdsourcing research
places emphasis on the initial characteristics of the
crowd itself, including crowd size, diversity, and
crowd participants’ expertise (Afuah et al., 2018;
Dahlander et al., 2018). Our three principles are agnostic to crowd characteristics, since actors are interchangeable as long as all of their actions are
captured in the environment visibly observed by all.
Thus, further research on crowd characteristics may
need to reconsider the relative importance of crowd
characteristics to the self-organizing behavior of the
crowd. From a self-organizing perspective, crowd
size seems to be secondary, as long as there are
enough actors to create knowledge overlap and paradox redirection. An important future research
question is whether there is any relationship or
interaction effect between actor characteristics and
the probability of posting a paradoxical objective.
Research is also needed on what characteristics of
actors in the crowd lead them to be better at overlapping previous knowledge, yet able to introduce
new elements of knowledge.
In many contexts, crowds are constrained to minimize their knowledge exchange and thus selforganizing cannot take place. For example, in many
open innovation tournaments, participants are separated from one another and knowledge cannot be
shared (Terwiesch & Xu, 2008), collaboration is
centrally controlled (Riedl & Woolley, 2017), or the
content of the posts is considered less important than
the crowd participants’ status (Fedorenko et al.,
2017). In these contexts, our description of how
crowds self-organize cannot apply. This raises a
question for further research that examines the tradeoff between constraining crowd interactions and
unleashing the potential of self-organizing. As
knowledge generation increasingly becomes external to firms (Baldwin & von Hippel, 2011; Gassmann
et al., 2010; Laursen & Salter, 2006), future research is
needed on understanding the conditions in which
crowds should be unleashed from these constraints.
Finally, crowd self-organization may have broader
implications for organizational theory. Scholars have
continued to rely on traditional coordination mechanisms such as segmentation and allocation of interdependent tasks, incentives, and expertise specialization
to explain open organizational forms (Puranam, Alexy,
& Reitzig, 2014), as well as using sparse economic
models to explain cumulative innovation (Murray &
O’Mahony, 2007). Yet, when the goal is for an organization to generate novel and useful solutions, task interdependence and task division may be less important
than the ability of that organization to effectively
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disclose, share, and access the cumulative knowledge
of others (Murray & O’Mahony, 2007; Nambisan,
2002). Our theory of self-organization for creative solution generation in open crowds suggests that effective knowledge sharing may occur without externally
imposed coordination mechanisms.
As defined by Rico, Sánchez-Manzanares, Gil, and
Gibson (2008: 164), our self-organization principles
may describe an implicit coordination capability of
the crowd that allows participants to “anticipate the
actions and needs of their colleagues . . . and dynamically adjust their behavior accordingly without
having to communicate directly with each other or
plan the activity.” A variety of organizational theorists and teams researchers have emphasized the
importance of intensive face-to-face interactions for
the development of implicit coordination capabilities (Nickerson et al., 2017; Rico et al., 2008;
Tsoukas, 2009; Vedres & Stark, 2010). Yet, our open
crowds were able to use cumulative serial contributions to create this capability without such interaction. As groups and organizations are increasingly
working over the Internet with flexible and evolving
governance mechanisms (Garud, Jain, & Tuertscher,
2008), implicit coordination using our three selforganization principles may increasingly be seen as
foundational organizational theory principles in the
future, regardless of any particular use of open
crowds by any particular organization. This raises an
important question for future research on organization theory: What is the role of formal organizational
structure and governance when self-organization
must occur in a purely emergent way?
Management Implications
Our findings and theory development suggest that
much of what managers and crowdsourcing software
vendors are doing today to foster crowdsourcing
for innovation may be underutilizing the wisdom of
the crowds. Most crowdsourcing today requires
participants to autonomously offer solutions during
crowdsourcing events rather than attend to the
knowledge offered by others. Alternatively, our results and self-organizing framework suggest that the
crowd should be freed from the bonds of external
governance requiring participants to function in any
particular manner. Platforms and practices should be
modified to encourage open knowledge sharing and
building on others’ knowledge. Platforms should also
be designed to highlight and draw attention to paradoxes presented early on during the crowdsourcing
challenge. Releasing the crowd from sharing only
suggested solutions to the problem creates the opportunity for comments to emerge that describe paradoxical objectives, which then help to redirect the
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tendency of the crowd to simply offer knowledge that
overlaps prior knowledge. Furthermore, our findings
suggest that the platforms should encourage participants to view both temporally recent and older contributions. In this way, the crowd can use these older
prior contributions as triggers to stimulate novel and
usable solutions. In sum, managers should transition
from seeing themselves as finding ways to constrain
and focus the crowd into allowing ways that the
crowd can self-organize to provide the managers with
what they need most: novel and usable solutions.
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FIGURE A1
Pair of Consecutive Answers with a Knowledge Overlap of 0.61
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APPENDIX A
Example Postings
TABLE A1
Examples of Paradoxes
Actually I was thinking of the quality control of what is taught and how. As it is, CS professors just teach what they personally find most
interesting. Compare that to engineering, where there is interplay with industry, or medicine, where the real-world relevance is very high.
IME, CS profs figure the real world will do the teaching of what matters in the real world, but students don’t come out eager to learn—rather
they are eager to proselytize what the profs were most excited about.
Clear method and class names are good, but as others have noted, they don’t guard against those edge cases where a comment is the fasted way
of guarding against another developer changing something in the code that should not be changed. At the end of the day, so far in my career
had a combination of clear variable, method, and class names along with appropriate comments where needed explaining why something
was happening and where more information could be found.
I am not sure we should be looking for the fastest way to do something. I agree that comments are fast. But I also think they are inherently
unsafe. For example, they easily get detached from the related code during refactoring (e.g., extract method) with no automated way of
detecting that human error. Even if the next developer reads the comment, they will not definitely understand it. Even if they do and try not to
break it, they still accidentally might. A good test, although not as fast to write, does not have these flaws. It might not always be possible, but
it almost always is.

APPENDIX B
ROBUSTNESS CHECKS
LIMITING SAMPLE TO SEQUENCES OF AT LEAST FOUR SUGGESTIONS
We replicated our results by including only sequences of four or longer.
1. Pattern of Knowledge Overlap
When replicating the statistics exploring the pattern of knowledge overlap, we found consistent results. Both
independent variables are positive and significant as in the main analysis (see Table B1).
TABLE B1
Pattern of Knowledge Overlap
Dependent Variable:
Knowledge overlap(t, t 2 1)

Control Variables
Suggestion complexity
Emotional tone
Number characters
Position
Same participants
Number of comments(t 2 1)
Independent Variables
Knowledge overlap(t 2 1, t 2 2)
Knowledge overlap(t, t 2 1)
Constant
Observations
Log likelihood
Akaike information criterion
Note: Replication for long sequences.
*p ,.05
***p , .01

Accepted solution

(Model 1)

(Model 2)

(Model 3)

(Model 4)

0.09 (0.77)
20.09 (0.12)
6.04*** (0.62)
20.02 (0.01)
20.16 (0.27)
20.004 (0.01)

0.04 (0.79)
20.01 (0.12)
4.99*** (0.62)
20.01 (0.01)
20.09 (0.27)
20.003 (0.01)

22.37*** (0.83)
0.02 (0.12)
20.97*** (0.94)
20.11*** (0.01)
0.25 (0.29)
20.17*** (0.02)

22.40*** (0.85)
0.04 (0.12)
18.95*** (1.03)
20.09*** (0.01)
0.27 (0.30)
20.17*** (0.02)

20.22* (0.13)
5,693
23,414.30
6,844.61

0.97*** (0.22)
20.60*** (0.15)
5,693
23,404.41
6,826.82

2.29*** (0.19)
20.56*** (0.12)
5,689
23,298.67
6,613.33

21.45*** (0.14)
5,689
23,052.16
6,122.32
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2. Pattern of Paradox Redirection
We find consistency to the main analysis. Knowledge Overlap(t, t 2 1) and Paradoxes(t 2 1) are on the same
significance level as in the main analysis. The interaction term is only significant at the 10% level. Directions of
the coefficients are identical (see Table B2).
TABLE B2
Pattern of Paradox Redirection

Dependent Variable:
Accepted solution

Control Variables
Suggestion complexity
Emotional tone
Number of characters
Chronological position
Same participants
Number of comments(t 2 1)
Independent Variables
Knowledge overlap(t, t 2 1)
Paradoxes(t 2 1)
Knowledge overlap(t, t 2 1) 3 Paradoxes(t 2 1)
Constant
Observations
Log likelihood
Akaike information criterion
Bayesian information criterion

(Model 1)

(Model 2)

(Model 3)

22.72*** (0.79)
0.05 (0.11)
22.13*** (0.82)
0.37*** (0.01)
20.08 (0.33)
20.16*** (0.02)

22.73*** (0.80)
0.08 (0.12)
20.27*** (0.89)
0.38*** (0.01)
20.04 (0.33)
20.15*** (0.04)

22.72*** (0.80)
0.08 (0.12)
20.24*** (0.89)
0.38*** (0.01)
20.03 (0.33)
20.15*** (0.04)

0.99*** (0.20)
20.005 (0.06)

0.87*** (0.21)
20.16 (0.11)
0.34† (0.18)
23.60*** (0.14)
10,621
24,750.38
9,522.76
9,602.73

23.28*** (0.11)
10,629
24,764.71
9,545.43
9,603.60

23.66*** (0.14)
10,621
24,752.13
9,524.25
9,596.96

Note: Replication for long sequences.
†p , .10
***p , .01

3. Pattern of Recency Focus
The exploration of the pattern of recency focus was also replicated. Coefficient directions and significance
levels are identical to those observed in the main analysis (see Table B3).
TABLE B3
Pattern of Recency Focus
Dependent Variable:
Accepted solution

Control Variables
Suggestion complexity
Emotional tone
Number of characters
Chronological position
Same participants
Number of comments(t 2 1)
Independent Variables
Knowledge overlap(t, t 2 1)
Knowledge overlap(t 2 1, t 2 2)
Paradoxes(t 2 1)
Paradoxes(t 2 2)
Knowledge overlap(t 2 1, t 2 2) 3 Paradoxes(t 2 2)
Constant
Observations
Log likelihood
Akaike information criterion
Note: Replication for long sequences.
*p , .05
***p , .01

(Model 1)

(Model 2)

(Model 3)

(Model 4)

22.72*** (0.79)
0.05 (0.11)
22.13*** (0.82)
0.37*** (0.01)
20.08 (0.33)
20.16*** (0.02)

22.46*** (0.77)
0.04 (0.11)
19.09*** (0.89)
0.14*** (0.01)
0.02 (0.29)
20.16*** (0.02)

22.48*** (0.77)
0.02 (0.11)
20.92*** (0.81)
0.13*** (0.01)
0.03 (0.28)
20.13*** (0.04)

22.52*** (0.77)
0.03 (0.11)
20.86*** (0.82)
0.13*** (0.01)
0.01 (0.29)
20.13*** (0.02)

1.03*** (0.23)
20.44** (0.21)

23.28*** (0.11)
10,629
24,764.71
9,545.43

22.21*** (0.14)
8,152
24,367.90
8,755.80

0.20 (0.19)
20.01 (0.06)
20.12*** (0.02)
21.95*** (0.11)
8,162
24,362.30
8,744.60

20.01 (0.05)
20.30* (0.13)
22.03*** (0.13)
8,154
24,357.91
8,737.82
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REPLICATION WITH THE TOPIC OF “ENGLISH LANGUAGE”
We replicated our findings by using Stack Exchange data on another topic, English Language. In all three
patterns, coefficients and significant levels were identical (see Tables B4 to B6) to the main analysis, except that
the interaction term measuring the recency focus was not significant (see Table B6).
1. Pattern of Knowledge Overlap (English Language Topic)

TABLE B4
Pattern of Knowledge Overlap
Dependent Variable:
Accepted solution

Knowledge overlap(t, t 2 1)

Control Variables
Suggestion complexity
Emotional tone
Number of characters
Position
Same participants
Number of comments(t 2 1)
Independent Variables
Knowledge overlap(t 2 1, t 2 2)
Knowledge overlap(t, t 2 1)
Constant
Observations
Log likelihood
Akaike information criterion

(Model 1)

(Model 2)

(Model 3)

(Model 4)

21.08* (0.43)
20.05 (0.08)
9.12*** (0.66)
20.07*** (0.01)
20.08 (0.12)
0.02* (0.01)

20.98* (0.45)
20.04 (0.08)
6.13*** (0.64)
20.04* (0.01)
20.04 (0.12)
0.01 (0.01)

20.54* (0.24)
0.14*** (0.05)
24.59*** (0.71)
20.02* (0.01)
20.38*** (0.10)
20.16*** (0.01)

20.39 (0.24)
0.15*** (0.05)
21.20*** (0.74)
20.01 (0.01)
20.37*** (0.10)
20.16*** (0.01)

20.26*** (0.04)
25,074
216,268.18
32,552.35

0.91*** (0.08)
20.52*** (0.05)
25,074
216,202.61
32,423.23

2.88*** (0.13)
20.76*** (0.08)
10,086
24,474.71
8,965.43

21.65*** (0.09)
10,086
23,987.28
7,992.55

Note: Replication with the English Language topic.
*p , .05
***p , .01

2. Pattern of Paradox Redirection (English Language Topic)
TABLE B5
Pattern of Paradox Redirection
Dependent Variable:
Accepted solution

Control Variables
Suggestion complexity
Emotional tone
Number of characters
Chronological position
Same participants
Number of comments(t 2 1)
Independent Variables
Knowledge Overlap(t, t 2 1)
Paradoxes(t 2 1)
Knowledge Overlap(t, t 2 1) 3 Paradoxes(t 2 1)
Constant
Observations
Log likelihood
Akaike information criterion
Note: Replication with the English Language topic.
*p , .05
***p , .01

(Model 1)

(Model 2)

(Model 3)

21.07* (0.52)
0.20* (0.10)
21.05*** (1.12)
0.73*** (0.02)
20.42*** (0.16)
20.18*** (0.02)

20.93 (0.53)
0.22* (0.10)
17.57*** (1.17)
0.76*** (0.02)
20.40** (0.16)
20.20*** (0.04)

20.94 (0.53)
0.22* (0.10)
17.29*** (1.17)
0.75*** (0.02)
20.41*** (0.16)
20.21*** (0.04)

1.37*** (0.18)
0.02 (0.06)

1.22*** (0.19)
20.12 (0.08)
0.37*** (0.14)
24.54*** (0.12)
10,496
24,828.11
9,678.21

24.17*** (0.10)
10,499
24,864.93
9,745.85

24.60*** (0.12)
10,496
24,831.51
9,683.02
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3. Pattern of Recency Focus (English Language Topic)
TABLE B6
Pattern of Recency Focus
Dependent Variable:
Accepted solution

Control Variables
Suggestion complexity
Emotional tone
Number of characters
Chronological position
Same participants
Number of comments(t 2 1)
Independent Variables
Knowledge overlap(t, t 2 1)
Knowledge overlap(t 2 1, t 2 2)
Paradoxes(t 2 1)
Paradoxes(t 2 2)
Knowledge overlap(t 2 1, t 2 2) 3 Paradoxes(t 2 2)
Constant
Observations
Log likelihood
Akaike information criterion
Note: Replication with the English Language topic.
*p , .05
***p , .01

(Model 1)

(Model 2)

(Model 3)

(Model 4)

21.00*** (0.25)
20.06 (0.04)
11.79*** (0.31)
20.04*** (0.005)
0.14 (0.14)
20.10*** (0.01)

20.37 (0.24)
0.15*** (0.04)
8.59*** (0.57)
20.02* (0.01)
20.17* (0.07)
20.09*** (0.01)

21.51*** (0.36)
20.06 (0.05)
11.89*** (0.41)
20.07*** (0.01)
0.21 (0.15)
20.10*** (0.02)

20.52*** (0.24)
0.14*** (0.04)
10.34*** (0.)55
20.02*** (0.01)
20.17*** (0.07)
20.08*** (0.01)

0.83*** (0.09)
20.20* (0.09)

0.30*** (0.08)
0.02 (0.03)
20.08*** (0.01)

20.28*** (0.04)
19,904
212,510.67
25,037.34

20.30*** (0.05)
10,086
26,550.26
13,120.52

0.04 (0.05)
10,904
26,675.96
13,371.92

20.07*** (0.02)
0.004 (0.05)
20.15*** (0.05)
10,088
26,567.21
13,156.43

